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The Data Lake as an Integral Part of the 
Modern Data Architecture 
Data lakes have enormous potential as a source of business intelligence when included as 
part of an advanced open data architecture. Organizations use data lakes to efficiently store 
and process a combination of structured, semi-structured and unstructured data at scale, 
powering multiple business intelligence and 
data science initiatives to support a variety of 
business units across an organization. They 
are fundamentally important to business 
transformation and modernization projects in 
the transition to being more data driven. 
 
Our research shows that nearly three-fifths 
(59%) of organizations have gained 
competitive advantage from data lake 
initiatives. Nearly one-half (49%) have realized 
improved customer experience and lower 
costs (45%); better communication and 
knowledge sharing as well as faster response 
to opportunities and threats were also 
mentioned benefits. 
 

Business Benefits Enabled by Technical 
Advantages 
Data lakes were initially designed to deal with massive amounts of raw, detailed data. They 
were specifically designed to avoid the inflexibility caused by the need to preemptively 
aggregate, transform and model data prior to storing and processing it in a data warehouse. 
While this approach results in data warehouses being highly efficient at executing predefined 
queries for which the data has been modeled, it also makes them highly inefficient at evolving 
to accommodate changing data sources or shifting business requirements.  
 
Initially based primarily on Apache Hadoop, data lakes are today increasingly based on cloud 
object storage. Cloud-based data lakes are a relatively inexpensive way of storing large 
volumes of data from multiple enterprise applications and workloads. This is especially true 
for semi-structured and unstructured data that is unsuitable for storing and processing in a 
data warehouse, as well as the large volumes of data required to support machine learning 
workloads, for which data warehouses would be cost-prohibitive. Popular data lake file 
formats such as Parquet and ORC provide schemas that enable data lakes to run workloads 
that were previously the domain of data warehouses while also promoting business agility by 
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being flexible to change. This flexibility extends to evolving data sources, and also to changing 
business requirements and use cases. The value of this flexibility was highlighted by the 
socioeconomic impact of the COVID-19 virus, which forced organizations to rethink customer 
experience, supply chain and other business-critical functions on short notice and continually 
adapt as customer and worker behavior altered when regulatory mandates were relaxed. 
 
While data lakes have delivered on two of the benefits (low-cost storage and flexibility), early 
adopters found that the third (supporting multiple use cases) has been harder to deliver in 
practice. 
 

Challenges to Generating Business Value 
While early data lake projects proved their worth in terms of ingesting and storing large 
volumes of data inexpensively, they lacked the structured data management and processing 
functionality to facilitate and accelerate the generation of business intelligence at scale. One 
of the most important capabilities that enabled data lakes to be considered as potential 
alternatives to data warehouses was open-
source SQL query engines such as Presto, 
which was originally created at Facebook (now 
Meta) in 2012 and became a project of the 
Linux Foundation in 2019. These data lake 
engines have evolved beyond general purpose 
computational support to now include 
additional capabilities like query planning and 
optimization. They also can now support table 
formats and metadata management as well as 
transactional updates and deletes and data 
orchestration functionality. 
 
These structured data processing and analytics 
acceleration capabilities are all well-
established in data warehousing. It is partly 
because they were missing from early data lakes that data warehouses have continued to be 
deployed by organizations to serve established business intelligence workloads, often 
alongside data lakes. Our research shows that more than two-thirds (67%) of organizations 
deploy both data lakes and data warehouses, with many feeding data between the two 
environments. 
 
This functionality continues to evolve and mature through the availability and growing 
maturity of open-source transaction management functionality, such as Apache Hudi, Apache 
Iceberg and Delta Lake. Initially created at Uber and donated to the Apache Software 
Foundation in 2019, Apache Hudi is an incremental processing framework that supports 
transactions, record-level updates and deletes plus change streams. Apache Iceberg was 
initially created at Netflix to provide an open table format for large-scale analytic datasets 
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with support for updates and deletes and full schema evolution. It became an Apache 
Software Foundation project in 2018. Delta Lake was created by Databricks to provide ACID 
transactions, metadata handling and unified stream and batch data processing in data lake 
environments, and it became a project of the Linux Foundation in 2019. The addition of these 
open-source transaction managers complements the range of open-source SQL query 
engines, providing choice for data lake adopters. This enables them to avoid vendor lock-in 
and makes data lake environments more suited to supporting workloads that were previously 
reserved for data warehouses. This represents one aspect of the ongoing convergence of data 
warehousing and data lake concepts. 
 

Data Warehousing and Data Lake Convergence  
There is a growing trend towards combining the advantages of data warehousing and data 
lakes. A unified architecture supports both structured and unstructured data and provides 
transformed and aggregated data in addition to raw, detailed data. 
 
As such, we have seen ongoing convergence of data warehousing and data lakes, with 
structured data processing and analytics acceleration capabilities being combined with cloud 
storage. We assert that through 2024, data 
warehouse, data lake and data streaming 
technologies will converge to create analytic 
data platforms, enabling organizations to 
collect and analyze all types of operations-
generated information. 
 
The data lake and its potential as a source of 
intelligence is comparable to an actual lake as 
a source of energy. Simply storing large 
amounts of water in a lake is not enough to 
generate energy from that water. A 
hydroelectric power station is required to 
harness and unleash the power-generating 
potential of a lake or reservoir, utilizing a 
combination of turbines, generators and 
transformers to convert the energy of the 
flowing water into electricity. Similarly, structured data processing and analytics acceleration 
capabilities such as open-source SQL engines and table formats represent what Ventana 
Research refers to as a hydroanalytic data platform, providing the open data analytics 
capabilities that enable organizations to unleash the intelligence-generating potential of a 
data lake. 
 
These structured data processing and analytics acceleration capabilities are the equivalent of 
the turbines, generators and transformers in a hydroelectric power station, providing 
functionality to support ACID transactions, updates and deletes, concurrency control, 
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metadata management, data indexing, data caching, schema enforcement and evolution, 
query acceleration, semantic models, data governance, query control, access control and 
auditing. 
 
Virtualized access to data outside the data lake is also an important component of a 
hydroanalytic data platform. Our research shows that nearly three-quarters (73%) of 
organizations are currently using or plan to use virtualized data access in relation to data 
lakes. 
 

Openness and Flexibility 
There are multiple approaches to delivering a modern data architecture. The two primary 
approaches are deploying a data warehouse on or alongside the data lake and integrating 
data warehousing functionality into the data lake (also known as a “data lakehouse”). 

 
The “data warehouse on data lake” approach takes 
advantage of the ability to independently scale the 
compute and storage layers. It utilizes the data lake 
simply for low-cost storage. Running a data warehouse 
on a data lake does not overcome the inherent 
flexibility challenges of pre-defined data models. The 
data warehouse provides the ability to persist curated 
subsets of structured data, apply predetermined 
schema, and take advantage of established data 
warehousing functionality for high-performance and 
high-concurrency query requirements. The term “data 
lakehouse” is now used by multiple vendors and 
organizations to describe an environment in which the 
functionality associated with data warehousing is 

integrated into the data lake environment itself. Both approaches are available in the form of 
pre-integrated cloud services, or can be assembled by enterprise architecture teams via a do-
it-yourself tactic that combines cloud-based data lakes with a variety of (largely open source) 
databases and/or structured data processing and analytics acceleration technologies. 
 
One approach is not inherently better than the other. The most appropriate to a given 
organization will depend on several factors, including the nature of its analytic workloads, its 
existing technology estate, and the expertise of its data and IT teams. 
 
Often overlooked are the potential advantages of openness and choice for developing 
functionality that meets specific requirements. Open-source licensing enables organizations 
to experiment with new technologies and approaches to data management and analytics 
without upfront commercial commitments. Working with open-source applications enables 
choice, with multiple projects providing functionality that is appropriate for a specific need or 
use cases. For example, organizations may choose a combination of data engines to 

The “data 
warehouse on data 
lake” approach 
takes advantage of 
the ability to 
independently 
scale the compute 
and storage layers. 
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accelerate analysis of data in data lakes, including Presto for SQL-based interactive ad hoc 
query, and Apache Spark/Python for transformation and exploratory data science. Open-
source projects often offer overlapping functionality—such as the structured data processing 
projects of Apache Hudi, Delta Lake, and Apache Iceberg—providing organizations with the 
ability to evaluate and choose which is best suited to the architecture and expertise. 
 
It has been clear for some time that future enterprise IT architecture will span multiple cloud 
providers as well as on-premises data centers. We are already seeing that almost one-half 
(49%) of organizations are using cloud 
computing for analytics and data, of which 42% 
are currently using more than one cloud 
provider. Organizations may not actually want 
to move workloads between cloud providers in 
practice, due to complexity and data egress 
charges, but want to be in a theoretical 
position to do so if necessary or desired. 
 
For organizations that want to take advantage 
of data platforms that span multiple cloud 
providers but lack the skillsets or resources, a 
multi-cloud managed service can provide a 
level of consistency in terms of skillset and 
application certification, in addition to meeting 
business continuity, latency and sovereignty 
needs. Additionally, consuming data and 
analytics functionality as a managed service can also help lower costs by avoiding the need to 
invest in experts to manage the software running on cloud infrastructure. 
 

Moving Forward 
The data lake is now a proven component of the data landscape for many organizations and 
is continuing to evolve to incorporate functionality that has proven successful in data 
warehousing. The hydroanalytic data platform terminology describes a conceptual 
environment that addresses the convergence of data lake and data warehousing functionality, 
but also encapsulates multiple approaches to that convergence. 
 
The inclusion of SQL query engine, table format and data governance functionality could 
increase the likelihood that a data lake is used as a replacement for the data warehouse. The 
incorporation of this structured data-processing functionality with data lakes provides a direct 
alternative to the data warehouse as use cases evolve and mature. It need not be either/or, 
however. Many data lake and data warehouse environments will continue to coexist and 
augment each other. 
 

https://www.ventanaresearch.com/


  Ventana Research: Unlocking the Business Value of the Data Lake 

© 2022 Ventana Research  8 
 

All organizations—but especially those with data lake investments that are failing to deliver on 
their potential—should consider the evolution of the data lake in the context of the 
hydroanalytic data platform. The implications are also significant for organizations that have 
not yet made a major investment in data warehousing and are running analytic reports and 
dashboards on general purpose databases. Evaluation should incorporate consideration of 
the potential advantages of openness and choice. 
 
Organizations that move forward will be in an advantageous position amid the overall drive 
towards increased reliance on data for business decision-making. Data-driven organizations 
stand to gain competitive advantage, responding faster to worker and customer demands for 
more innovative, data-rich applications and personalized experiences. 
 
 
 
 
 
 
 
 
 
 

About Ventana Research 
Ventana Research is the most authoritative and respected benchmark business technology 
research and advisory services firm. We provide insight and expert guidance on mainstream 
and disruptive technologies through a unique set of research-based offerings including 
benchmark research and technology evaluation assessments, education workshops and our 
research and advisory services, Ventana On-Demand. Our unparalleled understanding of the 
role of technology in optimizing business processes and performance and our best practices 
guidance are rooted in our rigorous research-based benchmarking of people, processes, 
information and technology across business and IT functions in every industry. This 
benchmark research plus our market coverage and in-depth knowledge of hundreds of 
technology providers means we can deliver education and expertise to our clients to increase 
the value they derive from technology investments while reducing time, cost and risk.  
 
Ventana Research provides the most comprehensive analyst and research coverage in the 
industry; business and IT professionals worldwide are members of our community and 
benefit from Ventana Research’s insights, as do highly regarded media and association 
partners around the globe. Our views and analyses are distributed daily through blogs and 
social media channels including Twitter, Facebook and LinkedIn. 
 
To learn how Ventana Research advances the maturity of organizations’ use of information 
and technology through benchmark research, education and advisory services, visit 
www.ventanaresearch.com. 
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